


























214293 5.2.1 Update Performance
100000 —

We compare the performance of updating baseline in-

90000 B Spyglass g
80000 | M System X Load dexes of all metadata traces in Spyglass to the perfor-
©70000 -| M System X Index mance of bulk loading and index building in the two

260000 4 System Y Load DBMSs. We do not look at incremental index update per-

> 50000 System Y Index formance as the DBMSs have no versioning, making an

540000 accurate comparison difficult.

5-30000 Figure 6 shows that Spyglass is between 8x and 44x
20000 faster than System X and System Y. Spyglass indexes all
10008 ] | attributes of each metadata entry once and usually writes

to disk in relatively large sequential streams. In confrast
each DBMS indexes each attribute separately, in addition
to loading the table. Spyglass is still faster even if we
Figure 6: Comparison of Update Performance. All times are compare only the indexing time in the DBMSs with the
reported in seconds. It measures the time to update Spyglts®l update time in Spyglass. To put it in perspective,
with no incremental indexes and the time to load the table a@pyglass updates the 300 million Home trace files in one
build indexes in the DBMSs. Spyglass is 8 to 44 times faster thnd a half hours, while the DBMSs take 18 hours and 2
the DBMSs. and a half days, respectively. Last but not least, Spyglass
update performance shows a linear scalability with regard
; to trace sizes. The performance difference between the
51 Experimental Setup DBMSs is due to the significant differences in how each

All experiments were run on a Dual core AMD OpterorI%JUIIOIS indexes.

machine with 8 GB of RAM running Ubuntu Linux 7.10. )
Related files and data sets are stored on an NFS partit®g;2 Metadata Collection Performance

mounting a high-end NetApp controller. We now show the performance of baseline and incremen-

All experiments use the same metadata traces as @éecrawling using our snapshot-based file system crawler,
scribed in Table 2. For Web and Eng, we also colleghd compare it to an optimized multi-threaded crawler
several days of incremental snapshot metadata. Each ¢hat walks the file system tree to compute snapshot differ-
tains daily changes of all metadata. ences, which we call the host-based crawler. Figure 7(a)

We compare Spyglass to two popular relationghows the time to generate a baseline using both the host-
DBMSs, anonymously referred to as System X and Sygased crawler and the snapshot-based crawler. A base-
tem Y. For both DBMSs, we use an index-based physidifie crawl generates a complete list of all metadata for a
design, which consists of a base relation with all attributgiven file system hierarchy. This figure shows see that
in Table 1. Each attribute has a B+-tree index built die snapshot-based crawler outperforms the host-based
top of it. Spyglass uses the same attributes when build@f@wler; the snapshot-based crawler can leverage the on-
its K-D trees. We use this design, as opposed to vedisk layout of file metadata by sequentially scanning the
cal partitioning or composite indexes, because it is easyn@de file and reporting each file’s metadata. The host-

implement and we believe is a likely design choice forkased crawler on the other hand must traverse the file sys-
metadata DBMS. tem hierarchy and then sort the metadata. The host-based

Internal cache sizes are set to 128 MB. 512 MB ar%awler generates a baseline in a sorted order to facilitate
2.5GB, for the Web, Eng, and Home traces, respectivéR/,:rer_nemaI crawling.
in all three systems. This amounts to about 1 MB for ever A'_] incremental crawl rep_orts the changes between two
125,000 files. Spyglass also uses a soft limit of 100,0 grsions (snapshots) of a file system. For the host-based

files per sub-tree partition index. There are no limits gfi@Wler, an incremental crawl is generated by creating a
the size of an incremental index. second baseline, then sequentially scanning the two base-

lines to determine their differences. Figure 7(b) shows the
time to generate the incremental changes between two file
system versions when the relative changes to the baseline
5.2 Microbenchmarks Evaluation are 2%, 5%, and 10%. For instance, the plot Host-5% at
40 million files means a change of 2 million files. This
Our microbenchmarks evaluate update and metadata €iglire shows that the snapshot-based crawler significantly
lection performance, space overhead, Spyglass indexdatperforms the host-based crawler. The snapshot-based
cality, and selectivity sensitivity. crawler is able to avoid comparing blocks making up the



350 tree partition’s metadata. This also explains why Spyglass

ol i consumes less total space than just the DBMS tables.
= = . .
5 S 200} . Once again, Spyglass shows very close to linear scala-
2 § Eg [ i bility across the traces. Since disk space is cheap, the ram-
: s0f : ifications of space overhead is often not the on-disk foot-
0 FE gt :0’ "26"/1’00 print, but rather the number of records that can be stored
0 20 40 60 80 100 Files (Millions) in-memory. With a smaller space overhead, a larger frac-
il illi . . . . .
E';f (Milions) Host10% —— SD10% = tjon of the index can be stored in memory, reducing disk
SD e Host2% % SD-2%  --o- gccesses, thereby improving query performance.
(a) Baseline (b) Incremental: 2%, 5%, and

10% changes from baseline 524 |ndex Locality

Figure 7: File System Crawling Performance. Compare Host-

based crawler (Host) and Snapshot-based crawler(SD). Here we measure how effectively Spyglass exploits local-

ity in the namespace hierarchy. To do this, we generate
a query log for each attribute and each two-attribute pair

103

100 — - | based on the template “select files with attribute = value”
90 - Spyglass and “select files with attributel = valuel and attribute2
80 System X Table = value2”, respectively. For example, the query template
70 —-{ M System X Indexes

for ext is “select files withext = value”. Each log con-

60 1M System Y Table sists of 300 queries with values randomly selected from a

Space Overhead (GBs)

28 7| SystemYlindexes full metadata trace and 200 queries with values randomly
30 A selected from the corresponding incremental trace, result
20 — ing in a total number of 500 queries. The reason of using
10 4 the incremental traces is to incorporate a notion of pop-

o - L ularity into the query logs because the incremental traces

Web Eng Home represent frequently accessed files.

Due to the space limit, we report only the results of ex-
ecuting the query logs faext, owner, and €xt, owner)
Figure 8: Comparison of Space Overhead. All numbers are fom the Eng trace. Recall that Spyglass uses signature
reported in gigabytes. For the DBMSS, this measures theesspagag 1 eliminate sub-tree partitions from the search space

consumed by the table and B+-tree indexes. Spyglass requige _ ... - : - . .
5x to 8x less space than either System X or System Y. A partition is queried pnly if all signature bits correspend
ing to the query predicates are set to one.

inode file that haven’t changed between two snapshots befigure 9(a) shows a cumulative distribution (CDF) of
cause of WAFL's copy-on-write mechanism. As a resuﬁyb-tree part|t|0_ns queried for each query log. We find that
incremental snapshot-based crawl performance is relafif®0 of the queries oext reference fewer than 75% of the
to the number of changed files, not the total number $fP-tree partitions, while over 50% of thex, owner)
files. However with the host-based crawler, performang@Bd owner queries reference fewer than 2% of sub-tree
is relative to the total number of files because it must filg@rtitions. This is because ttwvner attribute is more

generate a sorted baseline, then difference the two b#destered in the hierarchy thaext, which confirms the
lines. findings in Table 3. In addition, thext, owner) queries

reference far fewer indexes thext or owner alone. This

is because the combination of the two attributes is highly
5.2.3 SpaceOverhead clustered. Multi-attribute queries often provide better |
This section examines the on-disk space consumed bycality than single-attribute queries.

three systems. For the DBMSs, this includes the table andrigure 9(b) shows a CDF of the cache hit rates in our
B+-tree index space. Figure 8 shows Spyglass takesdssery logs. Again, we find that trext queries have worse

to 8.5x less space than either DBMS. This is due to tviacality than either of the other logs. Only 22% et
main reasons. First, Spyglass indexes each metadataga@ries have a cache hit ratio of 85% or higher while 91%
try only once whereas the DBMSs require the table spaafethe owner queries have a cache hit ratio of 99% or
plus the space for each index where each sthréslue, higher. Becausext values are more distributed through-
record id) pairs (minus duplicate values). The index spaget the hierarchy, it is less likely that a queried partition
alone is larger than the total space in Spyglass. Secoalteady in the cache.

Spyglass saves space by storing only partial pathnameExperiments on other query logs across the three data
because part of the path prefix is already stored in the sabts have similar observations. In summary, these mea-
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10



100

20

Percent of Sub-tree
Partitions Queried

0

Web trace with varyingelectivity(# of results / # of all
records). Figure 10 plots query selectivity against query

80
50 ,//’ execution time. We find that the performance of System X
20 / -------- ” and System Y are highly correlated with query selectiv-

ity. However, this correlation is much weaker in Spy-
glass, which exhibits much more variance. For example, a

: ‘ T Spyglass query with selectivity>710 ¢ has a 161 ms run
0 20 40 60 80 time while another with selectivity 8 10-® has a 3ms run
T ext -~ owner " ext/owner time. This is because Spyglass is more sensitive to hier-

(a) CDF of sub-tree partition accesses.

Percent of Queries

archical locality and query locality than query selecyivit
This is unlike DBMSs, which access records from disk
based on the predicate it thinks is the most selective. The

& 100 . _ KS IS 1
T 8ol | ///7 weak correlation with selectivity in Spyglass means it is
:—'% /f/' less affected by the highly skewed distribution of storage
S €0 metadata which makes determining selectivity difficult.
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5 o0 5.3 Macrobenchmark Evaluation

0 20 40 60 80 100

We now compare the performance of Spyglass with Sys-
ext -~ owner = extjowner tem X and System Y on a macrobenchmark generated
Percent of Queries based on three query logs that mimic real possible user
(b) CDF of partition cache hits. queries. Each query log represents a different kind of
Figure 9: Index Locality. Figure 9(a) is a cumulative distri- query a user may ask. The first is a user finding the
bution function (CDF) of the fraction of sub-tree partitoac- space consumed by their files of a particular type. This in-
cessed. Figure 9(b) is a CDF of the fraction of partition cachvolves queries wittowner andext predicates, retrieving
hits. Our query logs issue single attribute queries véihand  and summing file sizes{ze). The second is a user locat-
owner and two attribute queries with both. We find that Spyglaﬁsg files in their personal directory. This involves queries
queries only a fraction of.the.partitions., with few disk exses, with owner, type, andpath predicates. Matched results
forext andowner combinations queries. must have a prefix that matches the path predicate. File in-

ode numbersifumber) are returned. The third is a user

* Spyglass —— System X
Query Selectivity

System Y

o 10s ey locating their recently modified files. These queries in-

E 1s . A/.\/v o volve owner, ext, path, and time range predicate. The

-% 100ms S - time is a two-week range oventime. These templates

S loms L7 tL . are chosen because each looks at the impact of different

Y . ¢ query types on the index.

g 1ims . We generate our macrobenchmark by filling each query

© 100us ‘ ‘ ‘ ‘ ‘ log with attribute values randomly selected from each
.000001.00001 .0001 .001 .01 1

trace. By randomly choosing values, the frequency distri-
bution of attribute values is maintained in the query log,

meaning more frequently occurring values are more fre-
queries in our query log is plotted against the executioretfor quent_ly que_rled_. When _randomly selecting files, we '9-
that query. We find that query performance in Spyglass is mytare files W'tr_‘ high hard link Counts_because they skew hi-
less correlated to the selectivity of the query predicabemthe €rarchy locality and are an aberration from normal meta-
DBMSs, which are closely correlated with selectivity. data properties. As a result, not all query logs have the
same number of queries. The total number ranges be-
surements show that Spyglass is effective at limiting thween 100 and 300 queries. All queries in a log are re-
search space and disk access because it can leveraggléyed in the order they appear in the trace file. We find
spatial locality existing in storage metadata. 3x to 5x performance differences between System X and
System Y in our experiments. We believe this is due to the
differences in how each chooses query plans, resulting in
the occasional use of table scans.
In this experiment, we compare how metadata selectivityFigure 11 compares the total run times of each query
influences the performance of Spyglass and the DBM$sg on each trace. For the first query log, Spyglass is be-
We again generate query logsedt andowner from the tween 3.5x and 18x faster than the DBMSs. This is be-

Figure 10: Comparison of Selectivity | mpact. The selectivity of

5.25 Selectivity Impact
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Figure 11: Macrobenchmark Run Times. We show the time required to run each macrobenchmark queryHach query log

is labeled 1 through 3 and are clustered by trace file. Barg thdend beyond the plotting area are labeled with an arrove W
find Spyglass outperforms the DBMSs on all query logs, eslbethe second and third query logs. This is because thexinde
partitioning in Spyglass can significantly narrow the séaspace.
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Figure 12: CDFsof Macrobenchmark Query Execution Times. For each query log, we show a CDF of query execution times for
the Eng trace. In Figures 12(b) and 12(c) all queries are extely fast because these query logs include a file path jtedibat
allows Spyglass to narrow the search to a few partitions.

cause Spyglass is usually able to narrow the search tozsoo

g 1
small number of sub-tree partitions. Figure 12(a) shows 400 /./ §=,3’ 0.8
the CDF of query execution for this query log on the Eng= 3q9 & 06
trace. We see that 54% of Spyglass queries have an exg-»og S o4
cution time less than 100ms. This shows that the quer% 100 2 02
execution hits the partition cache most of time and ha& . g ol
very few or no disk accesses. However, we see that the o 1 2 3 ims 10ms100ms 1s  10s
curve tapers. This is because a number of queries either  Number of Versions Query Execution Time
access many partitions that are not in the cache or access(a) Total run times. (b) CDF of run times.

more partitions than the cache can hold. ) N o
Figure 13: Partition Versioning Performance. The total run

For the second and third query logs, we find that Sptime of the 500 queries increases 10% for an additional incre
glass significantly outperforms the DBMSs: thi@eers mental index. The overhead is caused by only a few queries.
of magnitud€> 1000x) in some case. The key reason for
the improvement lies in the hierarchical partitioning. Tha few sequential disk accesses if the partitions are not in
hierarchical nature of the Spyglass index allows sub-trég$he. In summary, Spyglass exploits the locality proper-
of the hierarchy to be quickly searched, without the netigs of both the metadata and queries to reduce the overall
to process or traverse other locations. These query I§§&rch space, allowing it to scale in large-scale storage
use path as a predicate, which allows Spyglass to ofKstems.
search sub-tree partitions below the path. Figures 12(b)
and 12(c) demonstrates this witr_] a CDF of query tim§4 Partition Versioning
on the Eng trace. Almost all queries finish within 100 ms.
This is because the search space is often narrowed to aft/now look at the performance overhead of partition ver-
a few sub-tree partitions ensuring a worst-case scenarisiohning. We use the full baseline Web trace and its three

12



incremental traces, which are the metadata changes inthe Future Wor k
three days following the baseline. We use this data to gen-

erate a query log using the same method discussed in Sgfus far, Spyglass has addressed scalable metadata
tion 5.2.4. Figure 13(a) shows the query log’s runningarch, however, there are a number of important data
time with no incremental indexes (just a baseline indeyjanagement aspects not yet addressed. Two that we plan
and with one, two, and three incremental indexes. We $8€ook at in the future are query language and security.
that each incremental index adds a 10% overhead to Meﬁ’ective query |anguage is important for the System’s
total running time, which scales linearly. Figure 13(bysability, however, a number of important queries, such as
which is a CDF of query execution time, shows thafme-traveling or trend queries, do not map well onto ex-
the 10% overhead is not evenly distributed amongst f&@ing languages, such as SQL. We believe a specialized
queries. We see that the distribution of query executigiiery language, like our indexing structures, can provide
time is very close for all curves. This is because versiogignificant benefit over existing tools. Security is also im-
ing adds very little overhead when the sub-tree partitionggrtant for usability because it must not leak information
already cached. Cache hits require only microsecondsd® user about the contents of the storage system that they
query an incremental index. However, cache misses Mg not authorized to see. However, since access control
read the partition index and all of the incremental indEXﬁﬁf"e Systems is often at the granu|arity of sub-trees, Spy-

from disk. Figure 13(b) shows that for most queries, ovejtass can leverage hierarchical partitioning to improee th
head is very low. For the few queries that require a numhghe spent performing security checks.

of disk accesses, Qverhead mcrea_ses,_whlch accounts fQfe view Spyglass as a first step towards enabling users

the 10% overhead in the total running time. and administrators access to their data beyond traditional
directory browsing mechanisms. We plan to look at how
to integrate scalable file content search into large-scale
storage systems. We also plan to look at how information
beyond a file's metadata and content, such as relationships

6 Related Work with other files, can be integrated into the storage system.

As the amount of data in storage systems has grown, more )
work has focused on effectively managing it. Past r& Conclusions
search focused on semantic data search [5, 11,13, 15, 27]

an_d more recently, extracting and searching semantic ffanaging and organizing data has become much more
Iat|_0nsh|ps, such as context [30] and provenance [2_2’ 28kicult, for both storage users and administrators, as sto
Using search to manage storage has also found its @it systems have begun storing much more data. In this
into available products [2,12, 17,20, 21]. However, muglyner, we argued that the ability to search file metadata
of this work has been focused on content search. Whigs the potential to address a number of these problems.
useful, content search only provides the ability to locatarching file metadata allows users and administrators
files based on content keywords. As a result, it lacks Mafyquickly gather information about storage that improves
important queries offered by metadata seqrc_h. Some WRHy they manage data. We showed that metadata has
does address metadata search, though it is often lefiian spatial locality and skewed distributions, limitifgt

general-purpose DBMS systems, which are ill-suited §9arformance and scalability of existing solutions that use
lutions. We believe Spyglass addresses a key compongghss.

of effective data management and can be use to aid exis

_ Yo address this issues, we developed Spyglass: a fast,
ing content search systems.

scalable system for searching metadata in large-scale stor
Spyglass also follows in the spirit of the database comge systems. Spyglass uses novel indexing techniques that
munity that “one size fits all” DBMS solutions do nofpartition the index based on the file system hierarchy to
work [6, 32]. This paradigm argues that the best data maaxploit locality of metadata values and applies signature
agement solutions are those designed specifically for files to quickly prune the query search space. Spyglass
problem at hand, which has produced new database dlso includes a novel index versioning method to allow
signs, such as H- and C-stores [31,33]. However, datdex updates and queries based on index history. An
management in storage systems has largely ignored thialuation of our Spyglass prototype shows that it can
idea. We feel Spyglass is a first step towards making dataperform DBMS solutions with respect to time-space
management and search primary a component of the sterhead, update time, and query performance, reducing
age system by showing performance and scalability camery time by up to three orders of magnitude for some
be achieved with specialized designs. macrobenchmarks while only consuming 10% of the stor-

13



age space compared to traditional DBMS-based metadati A. Guttman. R-trees: a dynamic index structure for spa-
indexing techniques.
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